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Putting predictive models into production is one of the most direct ways that data scientists can

add value to an organization. By learning how to build and deploy scalable model pipelines,

data scientists can own more of the model production process and more rapidly deliver data

products.This book provides a hands-on approach to scaling up Python code to work in

distributed environments in order to build robust pipelines. Readers will learn how to set up

machine learning models as web endpoints, serverless functions, and streaming pipelines

using multiple cloud environments. It is intended for analytics practitioners with hands-on

experience with Python libraries such as Pandas and scikit-learn, and will focus on scaling up

prototype models to production.From startups to trillion dollar companies, data science is

playing an important role in helping organizations maximize the value of their data. This book

helps data scientists to level up their careers by taking ownership of data products with applied

examples that demonstrate how to:Translate models developed on a laptop to scalable

deployments in the cloudDevelop end-to-end systems that automate data science

workflowsOwn a data product from conception to productionThe accompanying Jupyter

notebooks provide examples of scalable pipelines across multiple cloud environments, tools,

and libraries (github.com/bgweber/DS_Production).Book ContentsHere are the topics covered

by Data Science in Production:Chapter 1: Introduction - This chapter will motivate the use of

Python and discuss the discipline of applied data science, present the data sets, models, and

cloud environments used throughout the book, and provide an overview of automated feature

engineering.Chapter 2: Models as Web Endpoints - This chapter shows how to use web

endpoints for consuming data and hosting machine learning models as endpoints using the

Flask and Gunicorn libraries. We'll start with scikit-learn models and also set up a deep

learning endpoint with Keras.Chapter 3: Models as Serverless Functions - This chapter will

build upon the previous chapter and show how to set up model endpoints as serverless

functions using AWS Lambda and GCP Cloud Functions.Chapter 4: Containers for

Reproducible Models - This chapter will show how to use containers for deploying models with

Docker. We'll also explore scaling up with ECS and Kubernetes, and building web applications

with Plotly Dash.Chapter 5: Workflow Tools for Model Pipelines - This chapter focuses on

scheduling automated workflows using Apache Airflow. We'll set up a model that pulls data

from BigQuery, applies a model, and saves the results.Chapter 6: PySpark for Batch Modeling

- This chapter will introduce readers to PySpark using the community edition of Databricks.

We'll build a batch model pipeline that pulls data from a data lake, generates features, applies

a model, and stores the results to a No SQL database.Chapter 7: Cloud Dataflow for Batch

Modeling - This chapter will introduce the core components of Cloud Dataflow and implement a

batch model pipeline for reading data from BigQuery, applying an ML model, and saving the

results to Cloud Datastore.Chapter 8: Streaming Model Workflows - This chapter will introduce

readers to Kafka and PubSub for streaming messages in a cloud environment. After working

through this material, readers will learn how to use these message brokers to create streaming

model pipelines with PySpark and Dataflow that provide near real-time predictions.Excerpts of

these chapters are available on Medium (@bgweber), and a book sample is available on

Leanpub.

About the AuthorMARK DIX first worked with AutoCAD as a programmer in 1985. The following



year he began collaborating with Paul Riley to create AutoCAD training material, combining

Paul’s background in industrial design with his own background in writing and curriculum

development. Mark received the M.A.T. from Cornell University and the M.S. degree from the

University of Massachusetts.PAUL RILEY was an early advocate for exposing students to the

advantages of learning AutoCAD for career advancement. Paul holds a B.S. in Education and

an M.S. in Computer Technology with a career that has included teaching at public high school,

private college, public university, and technology companies in the Boston area.--This text

refers to the paperback edition.From the Back CoverDesigned for introdcutory AutoCAD users,

"Discovering AutoCAD 2006" offers a hands-on, activity-based approach to the use of

AutoCAD as a drafting tool - complete with techniques, tips, shortcuts, and insights designed to

increase efficiency. Topics and tasks are carefully grouped to lead learners logically through

the AutoCAD command set, with the level of difficulty increasing steadily as skills are acquired

through experience and practice. Straightforward explanations focus on what is relevant to

actual drawing procedures, and illustrations show exactly what to expect on the computer

screen when steps are correctly completed. This edition features web-based exercises and

projects included in each chapter. These optional exercises both assess and reinforce the

learner's understanding of the material. Objectives, Key Terms, and Introduction Exercises that

introduce new commands and techniques/Well illustrated with AutoCAD drawings and screen

shots/A Summary of key concepts and techniques/Ten or more end-of-chapter Review

Questions/Concludes with 4-6 Realistic Engineering drawing problems/Optional Internet

Projects at the end of each chapter This book is designed as a self-study guide and assumes

that readers will have access to a CAD workstation. --This text refers to the paperback edition.
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Anonymous, “Great book which fills the gap in ML literature. I bought this book as soon as it

was released and I have to say it was a very good purchase. This book fills a significant gap

that existed in the landscape of ML books. You either had books heavily focused on ML

algorithms and best ML practices or other books which focused on distributed system and low-

level workings of systems like Kubernetes. Before this book, there was a gap in the middle. And

this book fills the gap. It is a great guide for data scientists who start at a company and have to

deploy an end-to-end pipeline into production either on GCP or AWS.The examples are well-

chosen and don't illustrate only simple pipelines, but also advanced techniques like real-time

inference or automatic feature extraction.Naturally as with any book, it depends what are your

expectations. This book will not teach you Ml algorithms, neither will it teach you how to deploy

Kubernetes on an in-house cluster. But there is a lot it will do. I am very happy with my

purchase.Naturally, some parts could be a bit improved. All the pieces are very well explained

individually, the book can give a bit more insight into how to tie everything together (e.g. in one

big Ml Platform). Also, more junior practitioners could appreciate a recipe for what to tackle

first. Some examples are a bit out of date due to the constant evolution of GCP and AWS but

that's just a minor problem. Overall, very happy with my purchase.”

Mark Ettinger, “Currently the best guide to putting models into production.. As of January 2020,

this is the most complete book I was able to find covering a wide variety of methods and tools

to put data science models into a production environment. My work in data science and

machine learning has historically focused on developing models and handing them off to

engineers for production. After a number of inefficient, frustrating experiences with this

workflow I decided I needed to learn more about productionizing models in the interest of

becoming more independent. Though this information is available dispersed throughout

various blogs, I was surprised to find very few books covering this topic. The author's

knowledge and, more importantly, experience in data science is clearly both wide and deep.

This book covers an assortment of tools and techniques useful for deploying a model. I highly

recommend this book and look forward to the author's future work.I purchased this book from

Leanpub because this service provided a payment breakdown which assured me that 80% of



the purchase price went directly to the author.”

Dimitri Shvorob, “Very helpful. A very useful book, with an emphasis on GCP and AWS tools,

but of interest to Azure folks (like myself) as well. Packt often publishes this kind of a run-

through-products book, but falls short on quality and value-added. Here, this tour is done right.”

hero, “Very good for ML models on production. It's really good book if you are interested in

productionalization your ML models and there is obviously not a lot of books covering this very

important step of ML cycle.I'd be happier if the author provided the code in the book on a

github repository, although a github repo exist, the code is not complete and copy/paste from

kindle into jupyter notebook was not working with proper formatting.However, that is minor and

you will learn a lot on the latest and essential technologies for model production.highly

recommended for all data scientists.”

Techie, “A guide to productizing data pipelines. As a software and data engineer, the author's

presentation is much appreciated. He walks the line between data shepherds and the

engineering lords, showing that the common ground is really the same two-sided coin.”

DM, “Awesome Book!. Great for an entry-level data scientist who wants to learn how to use

modern tooling to put models into production.”

Ebook Tops Reader, “Good not great. The book provides a gap between data scientists or

analysts to applied data scientists or data orchestrators. It's showcases a broad, not deep,

explanation of most of the online services and tools. The content however feels rushed at times

and there are lots of spelling mistakes and grammatical errors. The book was also slightly

damaged upon arrival.”

Maxim Khalilov, “Great book, all you need to know about productization of data science

products. I give my highest recommendation to Ben Weber's book "Data science in production".

It has all the necessary information for anyone who works or want to work with machine

learning systems in production. It covers a broad range of topics from basics like how to set up

Jupyter notebooks on the cloud to dockerization of ML models, automation of ML workflows

with Airflow and organization of cloud dataflows for batch modeling.Best 40 EUR I've ever

spent on Amazon.”

Jonathan, “Very useful and practical. A good overview of machine learning engineering, a key

part of getting results from data that is often ignored in favor of just thinking about better

algorithms.”

The book by Melissa Stewart has a rating of  5 out of 4.5. 32 people have provided feedback.
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